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Abstract

Multiple imputation is a common approach for handling missing data. It is also used by
government agencies to protect confidential information in public use data files. One reason
for the popularity of multiple imputation approaches is ease of use: analysts make inferences
by combining point and variance estimates with simple rules. These combining rules are based
on method of moments approximations to full Bayesian inference. With modern computing,
however, it is as easy to perform the full Bayesian inference as it is to combine point and variance
estimates. This begs the question: is there any advantage of using full Bayesian inference over
multiple imputation combining rules? We use simulation studies to investigate this question. We
find that, in general, the full Bayesian inference is not preferable to using the combining rules in
multiple imputation for missing data. The full Bayesian inference can have advantages over the
combining rules when using multiple imputation to protect confidential information.
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1 Introduction

Multiple imputation is a popular method for handling missing data. The basic idea is to simulate
values for the missing data repeatedly by sampling from predictive distributions of the missing
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values. This creates multiple, completed datasets that can be used for analysis or distributed
to others. This has been done, for example, for public release files for the Fatality Analysis
Reporting System (Heitjan & Little, 1991), the Consumer Expenditures Survey (Raghunathan
& Paulin, 1998), the National Health and Nutrition Examination Survey (Schafer et al. , 1998),
and the National Health Interview Survey (Schenker et al. , 2006). See Rubin (1996) and Barnard
& Meng (1999) for other examples of multiple imputation for missing data.

When the imputation models meet certain conditions (Rubin, 1987, Chapter 4), analysts
of the completed datasets can obtain valid inferences using complete-data statistical methods
and softwares. Specifically, the analyst computes point and variance estimates of interest with
each dataset, and combines these estimates using simple formulas developed by Rubin (1987).
These formulas serve to propagate the uncertainty introduced by imputation through inferences,
enabling data analysts to focus on modeling issues rather than estimation technicalities.

Recently, the multiple imputation framework has been applied to protect confidentiality in
public use databases. The idea is to replace identifying or sensitive values with multiple impu-
tations, and release the imputed datasets to the public for analysis (Rubin, 1993; Little, 1993;
Fienberg, 1994). These are now called synthetic data. In the U.S., synthetic data are used,
for example, in public use files for the Survey of Consumer Finances (Kennickell, 1997), the
Survey of Income and Program Participation (Abowd et al. , 2006), the American Community
Survey group quarters data (Hawala, 2008), the Longitudinal Business Database (Kinney & Re-
iter, 2007), and OnTheMap (http://lehdmap.did.census.gov/). Statistical agencies in Germany
(Drechsler et al. , 2008a,b) and New Zealand (Graham et al. , 2009) are also developing synthetic
data products. Inferences can be obtained from the multiple datasets by combining point and
variance estimates (Raghunathan et al. , 2003; Reiter, 2003, 2004, 2005b). These rules differ
from those for missing data; see Reiter & Raghunathan (2007) for a review.

Multiple imputation combining rules are essentially method of moments approximations to
full Bayesian posterior simulation. They originate from an era when computing posterior distri-
butions was computationally too burdensome to do in practice. However, this is no longer the
case today: with modern computing, it is trivial to simulate directly from the posterior distri-
butions underlying the approximations in multiple imputation. Furthermore, routines for such
simulation could be easily incorporated into standard software, so that even those unfamiliar
with programming posterior simulations can make inferences. Hence, one wonders whether the
approximations in multiple imputation combining rules should still be used. That is, do the
additional approximations used to derive simple combining rules degrade inferences over pos-
terior simulation? Would using posterior simulation from multiply-imputed datasets result in
inferences with better properties? To our knowledge, these questions have not been previously
addressed in the literature.

In this article, we shed some light on these questions by using simulation studies to compare
repeated sampling properties of inferences via combining rules (CR) and posterior simulation
(PS). We consider multiple imputation for handling missing data and for creating synthetic
datasets. Broadly speaking, we find that for missing data, interval estimates based on CR can
have better properties than those based on PS; however, PS can have advantages over CR for
high fractions of missing data. For synthetic data, the results depend on the nature of the data
synthesis: sometimes PS is the winner and other times CR is the winner. The results suggest that
analysts and software developers should consider supplementing standard combining rules with
routines for full Bayesian simulation in multiple imputation contexts, particularly for synthetic
data.

The remainder of the article is organized as follows. In Section 2, we consider multiple
imputation for missing data, focusing on interval estimation for scalar estimands in large and
small samples. In Section 3, we consider synthetic data, focusing on interval estimation for scalar
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estimands in large samples only since most government surveys are large samples. In Section 4,
we conclude with a summary of the findings from the simulation studies.

2 Multiple imputation for missing data

Let Yinc = (Yobs,Ymis) be the n×p matrix of data for the n units selected in the sample; Yobs is
the portion of Yinc that is observed, and Ymis is the portion of Yinc that is missing. The analyst
fills in values for Ymis with draws from the posterior predictive distribution of (Ymis|Yobs) or
from approximations to that distribution such as the sequential regression approach of Raghu-
nathan et al. (2001). These draws are repeated independently m times to obtain m completed

datasets, D(l) = (Yobs,Y
(l)
mis) where l = 1, ..., m. Let S(m) = (D(1), ...,D(m)).

From these m completed datasets, the analyst seeks inferences about some estimand Q, for
example a population mean or regression coefficient. In each D(l), the analyst estimates Q with
some estimator q̂ and the variance of q̂ with some estimator û. For l = 1, ..., m, let q(l) and u(l)

be respectively the values of q̂ and û in D(l). The following quantities are needed for inferences:

q̄m =

m
∑

l=1

q(l)/m (2.1)

ūm =

m
∑

l=1

u(l)/m (2.2)

bm =

m
∑

l=1

(q(l) − q̄m)2/(m − 1). (2.3)

Let Qinc and Uinc be the point estimate (posterior mean) of Q and its (posterior) variance
if Yinc was available. Let q̄∞ = lim q̄m as m → ∞; ū∞ = lim ūm as m → ∞; and, b∞ = lim bm

as m → ∞. Rubin (1987) shows that the posterior distribution of (Q|S(m)) is derived from the
integral,

∫

f(Q|Qinc, Uinc)f(Qinc, Uinc|q̄∞, ū∞, b∞)f(q̄∞, ū∞, b∞|S(m))d(Qinc, Uinc, q̄∞, ū∞, b∞).

(2.4)

For large n, Rubin (1987) uses the following distributions in (2.4):

(Q|Qinc, Uinc) ∼ N(Qinc, Uinc) (2.5)

Uinc ≈ ū∞ ≈ ūm (2.6)

(Qinc|q̄∞, b∞) ∼ N(q̄∞, b∞) (2.7)

(q̄∞|b∞,S(m)) ∼ N(q̄m, b∞/m) (2.8)

((m − 1)bm/b∞|S(m)) ∼ χ2
m−1. (2.9)

Using (2.5) – (2.9), the point estimate of Q is q̄m, and its estimated variance is Tm = ūm +
(1 + 1/m)bm. Inferences are based on the t-distribution, (Q − q̄m) ∼ tνm

(0, Tm), with νm =
(m − 1)(1 + ūm/((1 + 1/m)bm))2 degrees of freedom. The degrees of freedom is obtained by

matching the first two moments of the posterior distribution of (νmTm/(ūm+(1+1/m)b∞)|S(m))
to those of a χ2 distribution with νm degrees of freedom.

Posterior simulation of (2.4) when n is large is straightforward using (2.5) – (2.9). First,
sample a value of b∞, say b∗

∞
, from (2.9) using a scaled inverse-χ2 distribution. Second, draw
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a value of Q from N(q̄m, ūm + (1 + 1/m)b∗
∞

), which is obtained from (2.5) – (2.8). Repeat this
process many times. The resulting draws of Q approximate its posterior distribution.

When n is small, f(Q|Qinc, Uinc) is a t-distribution rather than a normal distribution. Let
νinc be the degrees of freedom in this t-distribution if Yinc were available for analysis. For the
multiple imputation inference, we need to replace (2.5) with

(Q|Qinc, Uinc) ∼ tνinc
(Qinc, Uinc) (2.10)

Barnard & Rubin (1999) show that, when (2.10) rather than (2.5) holds, inferences via the multi-
ple imputation combining rules must be altered. Specifically, inferences are based on a reference
t-distribution with ν∗

m = (ν−1
m + ν̂−1

obs)
−1 degrees of freedom, where ν̂obs = νinc(ūm/Tm)(νinc +

1)/(νinc + 3). The point and variance estimates remain q̄m and Tm. Barnard & Rubin (1999)
derive ν̂m through a series of moment matching steps involving repeated application of Taylor
series expansions.

For posterior simulation when n is small, once again sample b∗
∞

from (2.9). Then, sample a
value of Qinc, say Q∗

inc, from N(q̄m, (1 + 1/m)b∗
∞

), which is obtained from (2.7) – (2.8). Finally,
draw a value of Q from (2.10) using tνinc

(Q∗

inc, ūm). Repeat this process many times. The
resulting draws of Q approximate its posterior distribution.

Inference via posterior simulation avoids the approximations used to construct the reference
t-distributions in the combining rules, and thus could result in interval estimates with better
properties. To investigate this possibility, we perform two repeated sampling simulations. For
each of 5000 replications, we generate n = 500 or n = 50 values from independent N(0, 1), and
randomly make fractions of these draws to be missing. We implement multiple imputation using
the standard Bayesian posterior predictive distribution with noninformative prior distributions
on the parameters. We then estimate 95% confidence intervals using the combining rules and
posterior simulation.

The first panel in Table 2.1 summarizes the properties of the intervals of the two approaches
for different fractions of missing data and different numbers of imputed datasets m for n = 500.
As m increases, the differences between the two approaches get smaller. This is because larger
m results in more precise estimation of b∞ and convergence to a normal reference distribution in
both approaches. Intervals from PS tend to be wider and have larger coverage rates than those
from CR, particularly when m = 3 or m = 5. However, the intervals from CR are generally closer
to the nominal 95% level, suggesting that PS has no advantage over CR in missing data settings
with large sample sizes. One case where analysts might prefer PS arises with 50% missing data
and m = 3. Here, only 93.8% of the CR intervals cover zero, whereas the PS intervals are
conservative. In practice, analysts usually produce at least m = 5 completed datasets, so that
this case is arguably of minor importance.

The second panel in Table 2.1 summarizes the properties of the intervals when n = 50.
The results show similar trends as those when n = 500: the PS intervals are wider and have
greater coverage rates, and the coverage rate of CR intervals when m = 3 with 50% missing
data is substantially below 95%. Thus, once again we see no strong evidence to favor posterior
simulation over the combining rules in multiple imputation for missing data.

It is important to note that the combining rules and procedures for posterior simulation apply
for any scalar estimand—e.g., means, percentages, coefficients in multiple regression models—
provided that the distributions in (2.4) – (2.10) hold and that the analysis and imputation models
are congenial (Meng, 1994). Further, they apply regardless of the missing data mechanism
(MCAR, MAR, or NMAR), again assuming valid imputation models and congeniality. Hence,
we expect the trends in Table 2.1 to apply for other scalar estimands when the appropriate
conditions are met.
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Table 2.1: Comparison of simulated coverage rate and average length of 95% confidence intervals
using Rubin’s combining rules (CR) and posterior simulation (PS) with multiple imputation of
m datasets. Results based on 5000 simulation runs.

Coverage Rate Average CI length
Missing % m CR PS CR PS
Sample size = 500
10% 3 95.4 97.4 .190 .223

5 95.3 96.0 .188 .197
10 94.8 95.0 .186 .189

30% 3 95.1 97.9 .241 .318
5 94.9 96.3 .223 .244

10 94.7 94.8 .215 .221

50% 3 93.8 97.4 .328 .436
5 95.0 96.5 .282 .311

10 95.0 95.5 .263 .272
Sample size = 50
10% 3 94.6 97.3 .610 .720

5 94.9 95.8 .602 .634
10 94.5 94.9 .588 .609

30% 3 94.5 97.3 .766 1.019
5 94.3 96.0 .713 .792

10 95.1 95.5 .687 .719

50% 3 93.3 97.1 1.056 1.410
5 94.3 95.7 .904 1.009

10 94.6 94.9 .847 .885

As evidence of this, we performed three additional simulations. In the first, we generate
five random variables, X1, X2, . . . , X5, via the following sequential design: X1 ∼ N(0, 1); X2 ∼
N(X1, 2); X3 ∼ N(2X1 −X2, 2); X4 ∼ N(X1 + X2 − 3X3, 2); and, X5 ∼ N(−X1 +2X2 +3X3 −
2X4, 2). We suppose that only X5 has missing data, and we make either 30% or 50% of its values
missing completely at random. We estimate the five regression coefficients in the regression of
X5 on all other variables. In the second, we use the same multivariate normal set-up but instead
make X5 missing with probabilities equal to a function of X1 and X2, so that X5 is missing at
random. For both linear regression simulations, we consider results when n = 500 and n = 50. In
the third simulation, we generate X ∼ N(0, 2) and binary data Y from the probit specification,
Pr(Y = 1|X) = Φ(−0.2 + 0.1X). We make roughly 35% of Y to be missing with probability
equal to a function of X , so that Y is missing at random. We consider results with n = 500. We
estimate the regression coefficients from the probit model Pr(Y = 1) = Φ(β0 + β1X).

In all three scenarios, the simulated coverage rates and average interval lengths show trends in
accord with those in Table 2.1. PS inferences are generally more conservative than CR inferences,
and interval estimates for the two approaches converge as m gets large. Results are not reported
here for brevity.
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3 Multiple imputation for confidentiality protection

Synthetic data come in two flavors. In a full synthesis, as proposed by Rubin (1993), the statistical
agency (i) randomly and independently samples units from the sampling frame to comprise each
synthetic data set, (ii) imputes the unknown data values for units in the synthetic samples using
models fit with the original survey data, and (iii) releases multiple versions of these datasets
to the public. In partial synthesis, proposed by Little (1993), the disseminated data comprise
the units originally surveyed with sensitive values replaced with multiple imputations. Reiter
(2004) develops a multiple imputation approach to handle partial synthesis and missing data
simultaneously that has been implemented in several public use data products, e.g., the Survey
of Income and Program Participation (Abowd et al. , 2006). In this section, we consider posterior
simulation and combining rules for both full synthesis and partial synthesis with missing data.

3.1 Fully synthetic data

For a finite population of size N , let Yexc be the (N − n) × p matrix of values that were not
collected in the original sample. Let X be the N × d matrix of design variables for all N units
in the population, such as stratum or cluster indicators. Raghunathan et al. (2003) describe
the process of creating fully synthetic data as a two step process. First, the agency fills in
values of Yexc by drawing from the posterior predictive distribution of (Yexc|X,Yobs), or some

approximation to that distribution, to obtain a completed-population, P(l). Second, the agency
takes a simple random sample of nsyn units from P(l), resulting in the synthetic dataset d(l).
This two-step process is repeated independently m times to generate m fully synthetic datasets,
which are then released to the public.

For l = 1, ..., m, let q(l) and u(l) be the point estimate of Q and its variance computed within
d(l). Each q(l) and u(l) is computed by acting as if d(l) is a simple random sample of nsyn records

from P(l). For l = 1, .., m, let Q(l) be the estimate of Q that would be obtained if P(l) were
available for inference. Let Q̄m =

∑

l Q(l)/m, and let B∞ = lim
∑

l(Q
(l) − Q̄m)2/(m − 1) as

m → ∞. Let Psyn = (P(1), . . . ,P(m)), and let dsyn = (d(1), . . . ,d(m)).
Raghunathan et al. (2003) show that the posterior distribution of (Q|dsyn) is

f(Q|dsyn) =

∫

f(Q|Q̄m, B∞)f(Q̄m, B∞|dsyn)d(Q̄m, B∞), (3.1)

where

(Q|Q̄m, B∞) ∼ N(Q̄m, (1 + 1/m)B∞) (3.2)

(Q̄m|dsyn) ∼ N(q̄m, ūm/m) (3.3)

((m − 1)bm/(B∞ + ūm)|dsyn) ∼ χ2
m−1. (3.4)

To derive a multiple imputation combining rule to approximate (3.1), Raghunathan et al.
(2003) use bm − ūm to estimate B∞, which results from setting B∞ equal to its approximate
posterior mean in (3.4). The point estimate of Q is q̄m, and its estimated variance is Tf =
(1 + 1/m)bm − ūm. Raghunathan et al. (2003) use a normal distribution for inferences. Reiter
(2002) suggests an approximate t-distribution with νf = (m−1)(1−mūm/((m+1)bm))2 degrees
of freedom, which is derived by moment matching methods similar to those used in multiple
imputation for missing data. It is possible that Tf < 0, particularly when m is modest. To force
a positive variance, Reiter (2002) replaces Tf with the modified variance estimator

T ∗

f = max(0, Tf ) + δ(nsyn/n)ūm, (3.5)
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where δ = 1 if Tf < 0, and δ = 0 otherwise.
To obtain inferences by posterior simulation, we utilize a two-level model to sample values of

B∞. From Raghunathan et al. (2003), we obtain

(q(l)|Q(l), ūm) ∼ N(Q(l), ūm) (3.6)

(Q(l)|Qinc, B∞) ∼ N(Qinc, B∞). (3.7)

We use the standard non-informative prior distribution, f(Qinc,
√

B∞) ∝ 1, and apply a Gibbs
sampler to simulate the posterior distribution of B∞. Given a draw B∗

∞
, we simulate Q from

N(q̄m, (1 + 1/m)B∗

∞
+ ūm/m), which results from (3.2) – (3.3). Unlike the CR approach, us-

ing direct simulation avoids the awkwardness of having to deal with negative variances and to
approximate the reference t-distribution.

To compare interval estimates based on CR and PS, we generate a population of size N =
100, 000 from Y ∼ N(0, 1). The observed data comprise a simple random sample of n = 1000
units from this population. We create synthetic samples of size nsyn = 1000 using standard
Bayesian posterior predictive distributions with noninformative prior distributions on the pa-
rameters. We repeat the process of sampling the observed data and synthesizing 1000 times for
m ∈ {5, 10, 20, 100}.

Table 3.1 summarizes the results of the simulation. For m < 100, there are substantial
chances that Tf < 0, so that the ad hoc variance estimate T ∗

f must be utilized often. The
coverage rates for the CR intervals are consistently less than 95%. Using t-distributions with νf

degrees of freedom brings the coverage rates for the CR intervals in each of the four scenarios
to 99.8%, 100%, 99.2%, and 95.2%, respectively. Occasionally, the computed values of νf < 1
in these t-distributions, which results in extremely wide interval estimates. Hence, except when
m is large, neither the normal or the approximate t-distribution appear to be effective reference
distributions. In contrast, the coverage rates from posterior simulation are reasonable for m > 5,
as is suggested in practice (Reiter, 2005a). Thus, these simulation results suggest that PS should
be favored over CR for inferences from fully synthetic data. We note that high fractions of
negative variances and implausible degrees of freedom have been reported for scalar estimands
in multivariate inferences (Graham & Penny, 2005; Reiter, 2005a), so that the recommendation
to use PS is expected to extend to general multivariate settings.

Table 3.1: Comparison of simulated coverage rate and average length of 95% confidence intervals
using combining rules (CR) and posterior simulation (PS) with multiple imputation of m fully
synthetic datasets. Results based on 1000 simulation runs.

Coverage Rate Average CI length
m % Tf < 0 CR PS CR PS
5 21.5 89.3 99.3 .144 .294
10 9.8 90.3 95.9 .135 .179
20 2.5 88.7 93.8 .125 .144
100 0 93.6 94.4 .122 .126

3.2 Partially synthetic data with missing values

Agencies can use multiple imputation to handle missing data and replace sensitive values simul-
taneously with a two-stage process. First, as in Section 2, the agency fills in Ymis with draws
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from the predictive distribution of (Ymis|Yobs), resulting in m completed datasets D(1), ...,D(m).

Second, in each D(l), the agency replaces any sensitive values, say Y(l)
rep, with draws from the

predictive distribution of (Y(l)
rep|D(l)). The result is one partially synthetic dataset, d(l,i). The

agency repeats this process independently r times for each D(l), resulting in a total of M = mr
datasets. Each d(l,i) includes a label indicating the l of the D(l) from which it was drawn. The
collection of these M datasets, which we call dsyn, is released to the public.

For each d(l,i), where l = 1, . . . , m and i = 1, . . . , r, let q(l,i) and u(l,i) be respectively the
point estimate of Q and its variance. Each q(l,i) and u(l,i) is computed by acting as if d(l,i) is
collected with the original sampling design. The following quantities are needed for inferences
for scalar Q:

q̄M =
∑

l

∑

i

q(l,i)/(mr) =
∑

l

q̄(l)/m (3.8)

w̄m =
∑

l

∑

i

(q(l,i) − q̄(l))2/(m(r − 1)) =
∑

l

w(l)/m (3.9)

bm =
∑

l

(q̄(l) − q̄M )2/(m − 1) (3.10)

ūM =
∑

l

∑

i

u(l,i)/(mr). (3.11)

For l = 1, .., m, let Q(l) and U (l) be the posterior mean and variance of Q that would be
obtained with D(l) if it were available for inference. Let Q̄m =

∑

l Q
(l)/m, and let B∞ =

lim
∑

l(Q
(l) − Q̄m)2/(m − 1) as m → ∞. For each l, let W (l) = limw(l) as r → ∞. Lastly, let

W̄ = lim
∑

W (l)/m as m → ∞.
Using these quantities, Reiter (2004) shows that the posterior distribution of (Q|dsyn) can

be decomposed as

f(Q | dsyn) =

∫

f(Q | Q̄m, B∞, W̄ )f(Q̄m, B∞ | dsyn, W̄ )f(W̄ | dsyn)d(Q̄m, B∞, W̄ )

(3.12)

where

(Q|Q̄m, B∞, Uinc) ∼ N(Q̄m, (1 + 1/m)B∞ + Uinc) (3.13)

(Q(l)|q̄(l), W̄ ) ∼ N(q̄(l), W̄/r) (3.14)

Uinc ≈ ūm (3.15)

((m − 1)bm/(B∞ + W̄/r)|dsyn, W̄ ) ∼ χ2
m−1 (3.16)

(m(r − 1)w̄/W̄ |dsyn) ∼ χ2
m(r−1). (3.17)

To derive a multiple imputation combining rule to approximate (3.12), Reiter (2004) estimates
B∞ with bm − w̄/r, which results from setting W̄ equal to its approximate posterior mean in
(3.17) and setting bm equal to its approximate posterior mean in (3.16). The point estimate of
Q is q̄M , and its estimated variance is Tp = ūM + (1 + 1/m)bm − w̄/r. Reiter (2004) suggests an
approximate t-distribution with νM degrees of freedom, where

νM =

(

((1 + 1/m)Bm)2

(m − 1)T 2
M

+
(W̄m/r)2

m(r − 1)T 2
M

)−1

. (3.18)
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It is possible for Tp < 0, especially when m and r are small enough so that bm and w̄m are
estimated with high variance. When Tp < 0, Reiter (2004) proposes using the procedures for
multiple imputation for missing data, so that the variance is T ∗

M = (1 + 1/m)Bm + ŪM and the
corresponding degrees of freedom is ν∗

M = (m − 1)(1 + mūM/((m + 1)bm))2.

To obtain inference by posterior simulation, we utilize a two-level model to sample values of
B∞ and W̄∞. From Reiter (2004), we have

(q(l)|Q(l), W̄∞) ∼ N(Q(l), W̄∞/r) (3.19)

(Q(l)|Qinc, B∞) ∼ N(Qinc, B∞). (3.20)

We use the standard non-informative prior distribution, f(Qinc,
√

B∞, log(W̄∞)) ∝ 1, and ap-
ply a Gibbs sampler to simulate the posterior distributions of B∞ and W̄∞. Given the draw
(B∗

∞
, W̄ ∗

∞
), we simulate Q from N(q̄m, (1 + 1/m)B∗

∞
+ W̄ ∗

∞
/(rm) + ūm/m), which is obtained

from (3.13) – (3.15). As in full synthesis, direct simulation avoids having to deal with negative
variances and the approximate reference t-distribution.

To compare interval estimates based on CR and PS, we generate samples of size n = 1, 000
from Y ∼ N(0, 1). We make 10%, 30%, and 50% of the values missing completely at random;
adding variables and using missing at random assumptions are not expected to change the

qualitative nature of the comparison. To impute the missing data, we draw Y
(l)
mis using the

Bayesian bootstrap (Rubin, 1981). We then replace all of the values of each (Yobs, Y
(l)
mis) to

mimic an intense amount of synthesis, which is when differences between CR intervals and PS
intervals are most likely to arise. We generate the replacement values from standard Bayesian
posterior predictive distributions with a noninformative prior distribution for the parameters.
We repeat the process of sampling the observed data and synthesizing 1000 times for (m, r) ∈
{(5, 3), (5, 5), (5, 10)}.

When r = 3, we found that νM < 1 in 6% of simulation runs with 10% missing, in 5% of
runs with 30% missing, and in 3% of runs with 50% missing. We did not find νM < 1 with
r > 3. Using less than one degrees of freedom would result in extremely wide interval estimates.
Therefore, when νM < 1, we instead used ν∗

M to make the confidence interval.

Table 3.2 summarizes the results of the simulation. Unlike in the full synthesis simulation,
in Table 3.1 the chances of TM < 0 are small. This makes one of the primary benefits of the PS
approach irrelevant for this simulation. However, when we set r = 2 (not shown), the chances
of Tp < 0 increase to a maximum of 5%, in which case the PS method avoids the problems of
negative variances. We expect that few agencies would release r = 2 datasets because of the
advantages of setting r > 2, as noted by Reiter (2008).

In general, the trends mimic those seen in Table 2.1 for missing data. Intervals based on PS
are wider than those based on CR, which results in conservative coverage rates for PS. For most
scenarios, analysts should prefer CR intervals over PS intervals, because the CR rates are closer
to nominal and not overly conservative. For 50% missing data and r = 10, analysts arguably
should prefer PS intervals, since the CR intervals provide lower than nominal coverage whereas
the PS intervals do not. We note that as r increases, the two stage partial synthesis converges
to multiple imputation for missing data only; hence, for large r, the trends seen in Table 2.1 are
expected to hold across m. Considering the results in Table 3.2, we do not find strong evidence
in this simulation to prefer PS over CR, particularly since (m = 5, r = 5) is approximately what
has been used in practice.
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Table 3.2: Comparison of simulated coverage rate and average length of 95% confidence intervals
using combining rules (CR) and posterior simulation (PS) with multiple imputation for missing
data and 100% partial synthesis. Results are based on 1000 simulation runs.

Coverage Rate Average CI length
(m, r) % Tf < 0 CR PS CR PS

10% missing data
(5, 3) .8 95.8 99.1 .183 .227
(5, 5) 0 95.1 98.6 .148 .195
(5, 10) 0 94.2 98.4 .138 .171

30% missing data
(5, 3) .7 95.3 99.7 .207 .258
(5, 5) 0 95.6 98.2 .175 .231
(5, 10) 0 94.6 97.3 .167 .216

50% missing data
(5, 3) .4 95.7 98.8 .243 .306
(5, 5) 0 94.7 97.4 .215 .287
(5, 10) 0 92.6 96.8 .203 .271

4 Summary of results

The simulation results suggest that interval estimates based on posterior simulation are more
conservative, i.e., wider with higher coverage rates, than those based on multiple imputation
combining rules. In missing data contexts, the results favor Rubin’s (1987) combining rules
over posterior simulation, except possibly when there are large fractions of missing data and
a very small number of imputed datasets. This latter case is not likely to arise in practice,
since practitioners are recommended to use a relatively large m when the fraction of missing
information is large. In fully synthetic data contexts, posterior simulation is preferred to the
combining rules, particularly for modest numbers of imputations as is likely to be the case in
practice. For partial synthesis with multiple imputation of missing data, the combining rules
perform better than posterior simulation, again except when the fraction of missing information
is large and r is small. Based on these simulation results, we recommend that analysts generally
use combining rules for missing data and for partial synthesis, except when fractions of missing
data are large and m or r is small, and that they generally use posterior simulation for fully
synthetic data.

For convenience, we based the simulations primarily on normally distributed data. It is im-
portant to note that neither the posterior simulation approach nor the combining rules approach
depends on normality of the data values. Rather, both approaches presume that the posterior
distribution of the quantity of interest in approximately normal, which is often reasonable in
large samples. Zhou & Reiter (2010) discusses multiple imputation inference when quantities of
interest do not have normal distributions. Of course, if the distributional assumptions under-
lying multiple imputation do not hold or the analysis and imputation models are not congenial
(Meng, 1994), neither the combining rules nor posterior simulation are expected to result in valid
inferences.

As is the case for any simulation study, these recommendations are based on limited numbers
of simulations. It certainly is possible, for example, to have higher or lower rates of negative
variances in the synthetic data inferences than those seen here. It is therefore prudent for analysts
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to undertake similar simulation studies that closely mirror their data settings. For example, a
statistical agency releasing multiply-imputed datasets—whether to complete missing data or to
protect confidential data—can simulate datasets with similar numbers of records, variables, and
missing data/sensitive data patterns. It then can compare posterior simulation and combining
rules inferences in repeated sampling simulations, and report the method that generally performs
best as part of the data release so that secondary data users are guided towards the generally
better method for the data at hand.
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