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5 Bayesian & Objective Bayes Estimation

For excellent accounts of Bayesian statistics in more detail than we have time for, see any of Berger
(1985); Gelman et al. (2014); Hoff (2009) or Press (2003).

The Bayesian approach to statistical inference uses the language and tools of probability theory
to describe all uncertain features, both observable quantities like X ∼ f(x | θ) and parameters
θ ∈ Θ. While this approach supports the use of subjective interpretations of probability (like
Wasserman’s example concerning Einstein’s beverage choice in 1948 or, more importantly, Silver’s
predictions of presidential election results and sports outcomes, or the capital management success
of Bayesian investment companies like BEAM, LLC), it doesn’t require them— it simply provides a
coherent structure for reflecting all uncertain aspects of a scientific problem, and for building tests,
estimators, and other statistical tools whose performance may be evaluated using any criteria,
objective or subjective or otherwise.

Risk & Estimation

Suppose we choose to model uncertainty about an observable quantity X with a parametric model
{f(x | θ) : θ ∈ Θ}, and that we wish to estimate the value of θ ∈ Θ that generated the data.

The most common way to quantify the error of an estimator T : X → Θ of a parameter θ ∈ Θ ⊂ R
k

is through “squared error risk”
R(θ;T ) := Eθ
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the expected squared Euclidean distance between T (X) and θ— or, in the one-parameter case, the
expected squared error. Often the easiest way to calculate risk is through the relation

R(θ;T ) := Eθ
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+ β(θ)2

= Variance + Bias2.

Typically the risk will depend on the value of θ; for example, the MLE estimator Tn(X) = X̄n of
the mean λ > 0 for a random sample of size n from the Po(λ) distribution has risk R(λ;Tn) = λ/n.

In a Bayesian approach with prior distribution θ ∼ π(θ) it is natural to consider the average risk

r(π;T ) :=

∫

Θ
R(θ;T )π(θ) dθ = E
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where now the expectation is with respect to both X and θ. The estimator T (x) that minimizes
this risk over all possible estimators is easily seen to be the posterior mean θ̄n(X) = E[θ | X], since

r(π;T ) = E
∣

∣[T (X) − θ̄n(X)] + [θ̄n(X) − θ]
∣

∣
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∣θ̄n(X) − θ]
∣

∣

2 ≥ r(π; θ̂n).

Thus the most common Bayesian estimator of any parameter is its posterior mean. A similar
calculation using the more daring mean absolute risk R(θ;T ) = Eθ

∣

∣T (X) − θ
∣

∣ would have led to

the posterior median θ̊n(X). A little more generally, the point estimate that minimizes expected
risk for asymmetric loss Eθ[l(T (X) − θ)] with l(z) = |z| + αz is the γ =

(

1+α
2

)

th quantile zγ of the
posterior distribution for any −1 < α < 1.

Risk & Decisions

More generally, the decision theory perspective on inference is to make one of a prescribed class of
possible decisions in a way that minimizes some measure of badness called “loss”. The setting is:

Parameter space Θ Set of possible parameter values θ labeling possible data-
generating distributions

Likelihood function f(x | θ) The pdf for X at x ∈ X , for a specified θ ∈ Θ
Outcome space X Set of possible values x of random variable X
Action space A Set of possible actions a
Loss function L(a, θ) Function A × Θ → R quantifying badness of action a ∈ A

for data generated by pdf with θ ∈ Θ.

Within this structure we consider various possible decision rules δ : X → A, with the interpretation
that “upon observing X = x, take action a = δ(x)”. The badness of such a decision rule when the
data distribution is X ∼ f(x | θ) is quantified for fixed θ ∈ Θ by its “risk function”

R(θ, δ) = Eθ

[

L(δ(X), θ)
]

and, for a prior distribution with density π(θ) on Θ, by its expectation under π, the “Bayes risk”

r(π, δ) =

∫

Θ
R(θ, δ)π(θ) dθ = E

[

L(δ(X), θ)
]

where now the expectation is taken over the joint distribution for X and θ, with pdf π(θ) f(x | θ).
Point estimation of θ ∈ Θ ⊂ R

k under squared-error loss is the special case in which the action
and parameter spaces coincide, A = Θ, and L(a, θ) = ‖a− θ‖2. Earlier we found that the decision
rule δ that minimizes expected squared-error loss is the posterior mean, δπ(x) = E[θ | X = x]. In a
homework exercise you will verify for point estimation in k = 1 dimension under absolute error loss
L(a, θ) = |a− θ| that the Bayes risk is minimized by the posterior median δ(x) = M , the element
of X such that P[θ ≤ M(x) | X = x] and P[θ ≥ M(x) | X = x] both equal or exceed 1/2. It’s
not hard to show that for ǫ > 0 the minimizer of L(a, θ) = 1{|a−θ|>ǫ} is the center of the interval
[a− ǫ, a+ ǫ] with the greatest posterior probability of containing θ— this is the “HPD” interval of
length 2ǫ and size γ = 1 − r(π, δπ). It converges as ǫ → 0 to the “MAP” (maximum a posteriori)
estimator, the mode of the posterior distribution.
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For another example: If Θ0 ⊂ Θ is any subset of parameter space, and l0, l1 are any positive
numbers, and A = {0, 1} with loss function

L(a, θ) =











0 a = 0 and θ ∈ Θ0 or a = 1 and θ /∈ Θ0

l0 a = 0 and θ /∈ Θ0

l1 a = 1 and θ ∈ Θ0

where l0 and l1 represent the costs for making incorrect decisions about whether or not the “hy-
pothesis” θ ∈ Θ0 is true, the optimal Bayes decision is

δ(X) =

{

0 if P[θ /∈Θ0|X]
P[θ∈Θ0|X] ≤ l0

l1

1 if P[θ /∈Θ0|X]
P[θ∈Θ0|X] >

l0
l1

= 1{P[θ∈Θ0|X]≤l0/(l0+l1)}.

The Bayesian approach is to “reject” this hypothesis if its posterior probability is below the thresh-
old l0/(l0 + l1). For the symmetric loss case l0 = l1 the Bayes solution is to select whichever of
“[θ ∈ Θ0]” or “[θ /∈ Θ0]” has higher posterior probability, but asymmetric losses will alter the
threshold for rejecting Θ0.

Admissibility of Bayes Rules

Let π(θ) be a proper prior density on Θ and let L(a, θ) be a loss function such that for each θ
the function L(a, θ) is strictly convex in the argument “a” (estimation under squared-error loss is
an example). Under some regularity conditions (see counter-example below) this will guarantee
the existence of a unique Bayes decision rule δπ that minimizes r(π, δ) over all decision functions
δ : X → A, namely,

δπ(x) = argmin
a∈A

∫

Θ
L(a, θ)π(θ | X = x) dθ.

Any such rule must be admissible (see last week’s lecture notes for a definition of admissibility),
for if S(X) were a competitor that satisfied

(∀θ)R(θ, S) ≤ R(θ, δπ)

then upon multiplying by π(θ) and integrating it would also satisfy

r(π, S) ≤ r(π, δπ),

so it too would be an optimal Bayes rule for this problem. By uniqueness, it would have to satisfy
S(x) = δπ(x) for almost-every x ∈ X under f(x | θ) for almost-every θ ∈ Θ under π(θ). SO, any
estimator that is not a Bayes estimator has higher risk than some Bayes estimator.

In particular, (proper) Bayes estimators for squared-error loss are always admissible, and that for
absolute error loss will be admissible if the posterior distributions have a unique median. Evidently
posterior distributions whose median is not unique offer an example where the Bayes rule (for
absolute-error loss) isn’t unique either. For more details see Brown (1971, 1975).
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Objective Prior Distributions

This solves the question of how to choose an estimator once the likelihood and prior distribution
are chosen. In problems where it is appropriate to use expert opinion or past experience and in
which these are available the problem is simple1, but how do we choose π(θ) when we need to be
objective?

Let’s illustrate that the tempting approach of using uniform or “flat” densities (pioneered by Bayes
and Laplace) isn’t completely satisfactory.

The success probability p for iid Bernoulli trials {Xj} can be written as p = exp(ψ)/[1+exp(ψ)] for
some log odds ψ = log

( p
1−p

)

, with −∞ < ψ < ∞; this is often done in logistic regression when we
want to explore the relationship between p and some unbounded explanatory variable, by setting
pi = ψ(α + βZi) for uncertain α, β. OR, the success and failure probabilities might be written as
the squared sine and cosine of some angle, p = sin2(ω), (1 − p) = cos2(ω), for ω ∈ [0, π/2] given
by ω = arctan

√

p/(1 − p) = arcsin
√
p. We could express ignorance about the Bernoulli trials by

giving a uniform prior distribution to any one of p, or ψ, or ω. Whichever one we pick, however,
the others will not have flat prior distributions due to the Jacobian of the transformations from p
to ψ or ω.

The problem isn’t very extreme, however— you can show (it’s a good exercise) that these choices
all lead to similar symmetric Beta Be(α, β) prior distributions for p, with α = β = 1 for the uniform
p ∼ Un(0, 1) = Be(1, 1); with α = β = 1/2 for the arcsin distribution with ω ∼ Un(0, π/2); and with
the improper α = β = 0 (i.e., p ∼ p−1(1 − p)−11(0,1)(p)) for the logistic ψ ∼ Un(R). The posterior
distributions π(p | X) = Be(α + X,β + (n − X)) and posterior means p̂n = (X + α)/(n + α + β)
are indistinguishable so long as there are at least several successes X and failures (n−X).

Jeffreys (1961) proposed an invariant solution to the problem— that, instead of a flat prior, he
argued that one should use

πJ(θ) ∝ I(θ)1/2,

proportional to the square-root of the Fisher information. One can show (another good exercise)
that this is invariant in the sense that πJ(θ) will exactly transform into πJ(φ) under the Jacobian of
the transformation θ 7→ φ = H(θ) (see the discussion of change-of-variables for Fisher Information
in the Week 4 notes). In the Bernoulli example, the Jeffreys’ prior in the p parametrization is the
Be(1/2, 1/2) or “arcsin” prior, half-way between the other two.

Example: Poisson

For n observations {Xi} iid∼ Po(λ), what is an objective posterior estimate for λ? What is an
objective interval estimate for λ?

The log-likelihood for a single observation X ∼ Po(λ) is ℓ(λ) = X log λ− λ− logX!, so the Fisher
information and (improper) Jeffreys’ Rule prior density are

I(λ) = 1/λ πJ(λ) ∝ λ−1/21{λ>0}.

1well, not as simple as it sounds— experts are notoriously over-confident about their prior opinions. A great deal

of research has been done on good and bad ways of “eliciting” prior distributions from interviews with experts; ask

me for references if you’re interested, or Google “Kahneman and Tversky” or “eliciting prior distributions”.
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The resulting posterior is πJ(λ | x) ∼ Ga(X+ + 1/2, n) with shape parameter one-half plus X+ :=
∑n

j=1Xj and rate parameter n, so the squared-error Bayes estimate is

EJ [λ | x] =
1/2 +X+

n
= X̄n + 1/2n

and a one-sided credible interval of level γ would be

[0, qgamma(γ, 0.5 + sum(x), length(x))]

For example, with n = 12 and X+ = 0 (zero events in a year’s monthly observations), the posterior
mean and one-sided 90% credible interval would be

E[λ | X] = 1/24 = 0.04167 P[λ ∈ [0, R] | x] = 0.90 for R = 0.112731

A number of other approaches have been made toward the goal of objective Bayesian analysis. In
some problems one would like to have procedures that are invariant under some transformations—
for example, changing the units from centimeters to kilometers, or temperature from Fahrenheit to
Celsius. Typically these lead to shift-invariant improper uniform prior distributions dθ for location
parameters and scale-invariant improper dθ/θ priors for scale factors. See (Bernardo, 1979; Berger,
1985; Berger et al., 2009) for more on invariant, Jeffreys’, and particularly “Reference” priors.

In multiparameter problems the Jeffreys’ Rule prior πJ(θ) ∝ det(I(θ))1/2 is still invariant under
smooth changes of variables, but leading experts in Objective Bayesian analysis (including Harold
Jeffreys himself) don’t recommend it. The Reference priors πR(θ) modern experts do recommend
are often quite difficult to derive, but a simple alternative that often works well is the “component-
wise Jeffreys’ prior”, the product of one-dimensional Jeffreys’ priors for the components of θ.

Consistency, Efficiency, Asymptotic Normality, & such

We know that the MLE θ̂n(X) based on the first n observations {Xi} iid∼ f(x | θ) converges to θ
as n → ∞ under mild regularity conditions, and that

√
n

[

θn(X) − θ
]

is asymptotically normally-
distributed with mean zero and variance I(θ)−1, the minimum possible. Does something like this
happen for Bayesian estimators?

In a word, yes. Provided that π(θ) > 0 throughout Θ and that the LHF Ln(θ | x) separates points
(i.e., that Ln(θ′ | x)/Ln(θ | x) → 0 as n → ∞ for any θ′ 6= θ), then the posterior mean θ̄n converges
to θ almost-surely as n → ∞ under mild regularity conditions (principally that π(θ) is continuous
at θ, that θ is not a boundary point of Θ, and that Ln(θ | x) has a unique maximum θ̂n(x) for
each x ∈ X and is twice continuously differentiable there). Furthermore, the Bernstein-von Mises
theorem (sometimes called the “Bayesian Central Limit Theorem” or BCLT) asserts under minor
regularity that

√
n

[

θ − θ̄n

]

has approximately a No
(

0, I(θ⋆)−1
)

distribution, for any prior density
π(θ) continuous and positive in a neighborhood of the value θ⋆ used to generate the data.

Thus the large-sample properties of Bayes estimators are identical to those of the MLE: both are
asymptotically unbiased, consistent, efficient, and normally distributed. The differences arise for
small samples, where the prior distribution may play more of a role, and where “shrinkage” may
lead to substantially smaller risk for some regions in Θ.
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Bayesian Hierarchical Models

Give example— say, volcanoes
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