
Gaussian Process Methodology Topics 
1. Emulation 

1.1. Fitting 

1.1.1. Roughness parameters 

1.1.1.1. What is the best way to handle these?  Do we need full Bayesian 
computation, or is plugging in sensible point estimates OK?   

1.1.1.2. If the former, do we need MCMC, or are there other approaches (e.g. 
approximating the marginal posterior by a multivariate lognormal, as in 
Béla Nagy’s talk in Vancouver)?  Importance sampling?  Quadrature? 

1.1.1.3. If the latter, how should we get those estimates?  Posterior mode, 
posterior median or something else? 

1.1.1.4. What prior distributions is it appropriate to use?  Given we scale the 
inputs, can we give guidance on distributions?  Is it good to have a 
mixture distribution with a probability mass at zero (as in Crystal 
Linkletter’s talk at the kick-off meeting)? 

1.1.2. Testing 

1.1.2.1. How can we rigorously test emulators?  (Since everything else we do 
hangs on the validity of the emulator, this is to me a hugely important 
topic.)  All testing must be based on comparing predictions of outputs 
with actual runs.  Cross-validation is useful, but testing against held-back 
or new runs seems better. 

1.1.2.2. Given that we need to test against many (cross-validatory, held-back or 
new) runs, element by element tests seem unnecessarily limited.  Should 
we look at Mahalanobis distance?  Should we decompose the predictive 
covariance matrix by principal components and look at comparisons in 
these directions?  My guess is that the smallest principal component may 
give the most rigorous test. 

1.1.2.3. Individual comparisons obviously need to be standardised by predictive 
standard deviation.  Is plotting these against standard normal quantiles the 
best way to look at them? 

1.1.2.4. Are there any more things we can do? 

1.1.2.5. How many runs do we need to compare the predictions on before we can 
believe in the emulator’s validity? 

1.1.3. Dimensionality 

1.1.3.1. Dimensionality of the input space is potentially a big limiting factor.  
What is the best way to screen for influential inputs? 

1.1.3.2. In particular, when we have very large numbers of inputs to screen, 
perhaps more than we have observations, what can we do?  John Paul 
Gosling is working on ideas from stepwise regression – any other areas 
we can borrow tricks from? 

1.1.3.3. Influential factors may not coincide with individual inputs.  Can we 
identify rotations or other transformations of the input space so as to 
reduce the number of influential dimensions? 

 



1.2. Modelling 

1.2.1. Heterogeneity 

1.2.1.1. What ways do we have to deal with a model that does not fit the usual 
prior assumption of stationarity?   

1.2.1.2. One group of approaches can be based on partitioning the input space and 
allowing separate GPs on each region.  There’s Herbie Lee’s treed GP but 
this partitions only along the input dimensions.  Is that flexible enough?  
Voronoi tessellation is another idea (also from Herbie at Valencia 7?).  
Are there any other good ways to partition?  What computational 
complexities are introduced by such models? 

1.2.1.3. If we partition, what should we do about enforcing continuity (and 
perhaps even differentiability) across the boundaries between regions?  
With a single input (so that the boundary is a point), I can see how to do 
this, but when the boundary is a line or plane it looks very difficult. 

1.2.1.4. Instead of partitioning, we could allow continuous evolution of the GP 
parameters through a hierarchy (Dave Higdon did this for spatial 
modelling).  Is this practical? 

1.2.1.5. In effect, such approaches all give processes (perhaps after integrating 
out some parameters) which are actually homogeneous if we don’t 
introduce prior information about where changes might occur.  But their 
covariance kernels now have different behaviour to our usual ones.  What 
can we achieve by modelling covariance functions directly?  (For 
instance, when using GPs to model density functions, I have made the 
variances fall off in the tails to limit the tail ‘wagging the dog’.) 

1.2.1.6. Although it’s not really a question of heterogeneity, having mentioned 
modelling the covariance function it’s worth looking at the mean function.  
I’m increasingly of the opinion that getting a good mean function is a big 
help in fitting emulators.  However, the form of the mean function should 
be suggested by knowledge of the model, not by going on a fishing 
expedition in the training data.  There are lots of things we could do 
besides including linear terms, indeed beyond using polynomials.  Some 
of these will be nonlinear (in their parameters), like harmonic terms.  How 
much messier does that make the computations? 

1.2.1.7. What about other basis systems for the mean function?  Does it even 
make sense to use wavelets? 

1.2.2. Other kinds of data 

1.2.2.1. Derivatives have been discussed at the kick-off meeting, as useful 
additional training data.  Incorporating these is trivial and has been 
described in several papers.  So in terms of building emulators derivatives 
are not an issue.  I mention them here because there are issues about how 
useful they are.  When designing computer experiments, and when 
derivatives might be available, how should we balance observations of the 
function itself versus derivatives? 

1.2.2.2. The Goldstein/Rougier paper on the ‘hat run’ showed that some 
apparently innocuous training data might need careful treatment because 
of their provenance.  Are there other examples? 

1.2.3. Extensions 

1.2.3.1. Stochastic models have been mentioned several times as the kick-off 
meeting.  We need to be able to tackle these.  When the model is 



stochastic in terms of simulating many draws from some underlying 
population of elements, and the ‘true’ model output is the mean over that 
population, then the extension is fairly trivial and has already been done.  
I suspect, however, that there are other kinds of stochasticity in models 
that we will need to get to grips with. 

1.2.3.2. Models with many outputs have also been mentioned several times.  
Outputs can be organised spatially or temporally, and in these and other 
cases may (or may not) usefully be thought of as functional outputs.  
Reducing functions to a small number of features is an attractive idea 
(pioneered at Los Alamos), but can we quantify how much is lost?  Also, 
how useful is this if we later need to calibrate on observations that are 
points on the functions (and hence for which the features are not 
observed)? 

1.2.3.3. Modular models invite us to ‘open the black box’ a bit and emulate the 
modules.  The question then is how we build these back into an emulator 
of the original model.  I suspect this will often not be trivial.  Even if the 
whole model gives just a few key outputs, the modules may pass many 
outputs to each other, all of which would need emulating.  Another 
complication will be when the modules are coupled in the sense that the 
way they are composed in the full model has cycles. 

1.2.3.4. A similar idea is to emulate a dynamic model by emulating its single time 
step.  I have been looking at this for a while with limited results.  The 
difficulties seem to be: (i) the fact that a single step of such a model may 
do only little, rather subtle things that nevertheless must be emulated well 
if we are to emulate many cycles of the model well; (ii) working out how 
to iterate the emulator; and as in other kinds of modular model (iii) the 
large number of outputs (the updated state vector of the model) that we 
need to emulate.  Nevertheless, being able to emulate the internal 
dynamics of the model opens many doors. 

2. Design 
2.1. In general, we seem to think that good designs place points in widely spaced 

locations over the whole input space.  We also think that it’s important for 
projections of designs down into lower dimensions to have the same property.  
Maximin latin hypercubes are widely used for the first property, but they are not 
necessarily good in projections.  Orthogonal arrays may be better.  What’s the best 
way to achieve both properties? 

2.2. Sequential design is also important.  Can we have sequential designs that retain the 
above features? 

2.3. Evenly spaced designs may in fact not be ideal.  They are great for interpolating the 
points, but we also need to estimate hyperparameters.  Having some points closer 
together may be important to estimate roughnesses, and we then need designs that 
look quite different in different dimensions.  How do we trade off the two 
objectives? 

2.4. I think the issue of estimating hyperparameters gives more impetus to the importance 
of sequential design.  We may not know how and where to deviate from a simple 
space-filling design until we’ve fitted the emulator on a first block of training runs.  
Can we develop suitable adaptive strategies, or must each case be handled 
individually? 

2.5. What is an adequate sample size for fitting in N dimensions?  Even if this can only 
be addressed properly in sequential mode, how big should the first block of runs be? 



2.6. Designing the real-world experiments to get calibration data is another issue, but 
perhaps in many applications this is not practical.  In the same vein, however, how 
do we design for multi-level codes?  What is the appropriate sample size balance 
between fast and slow code levels?  (The appropriate balance between observations 
of the function itself and derivatives has also been mentioned above.) 

3. Things we do with emulators 
3.1. Uncertainty and sensitivity analyses 

3.1.1. We can do UA/SA analytically when we have normal input distributions, and 
it’s also been worked through for uniform distributions.  Triangular 
distributions should also be doable analytically.  What about other distributional 
forms? 

3.1.2. When inputs are not independent, the ANOVA decomposition for variances 
does not work (analogous to non-orthogonal factors in conventional ANOVA).  
Does this matter? 

3.1.3. Jeremy Oakley has done some work on value of information measures as an 
alternative to variances in SA.  What else might we do?  Entropy 
decomposition? 

3.1.4. We may have to transform output variables to get closer to normality.  How 
do we then do UA/SA in the original scale (and is variance decomposition then 
meaningful)? 

3.2. Multiple models and reality 

3.2.1. These are basically the same problem, one of relating different functions.  
Michael Goldstein argues very strongly that we need to ‘reify’, and although his 
argument is usually made in terms of relating a model to reality it holds equally 
well for relating two models, and even for a single model.  The point is that 
reification gives meaning to the idea of the true values of model inputs, without 
which it is hard to see how one can specify the priors that are required in 
UA/SA.  There is a need to investigate modelling approaches and ways to make 
reified models real to the modellers. 

3.2.2. On the other hand, how much does this matter?  In conventional regression 
analysis, statisticians have been happy to fit a linear regression with iid errors, 
even knowing (i) that the true regression relationship won’t be linear, (ii) that if 
they got more data they would fit a quadratic with iid errors (even though this is 
incoherent with the original model and will itself be revised if they get enough 
data), and (iii) that in a rigorous sense it is nonsense to think about priors for 
parameters in a wrong model.  Michael himself has perhaps done the same 
thing.  Why should computer modelling be different? 

3.2.3. Whether or not we go down the reified route, it is clear that we need to give 
more thought to the relationships between (multiple) models and reality.  The 
Kennedy/O’Hagan model can only be a first foray into a potentially very 
complex area.  One important issue is that different models have different input 
spaces, even when they share outputs of interest.  In engineering models, there 
is structure between different grid sizes that should mean we can make some 
generic suggestions. 

3.3. Other issues in calibration 

3.3.1. Just as we need a suite of tests for thorough validation of emulators, we need 
to give thought to the use of observational data to verify/validate predictors.  
However, we may be much more constrained in the nature and quantity of data 



we can get.  In some applications, designing observational studies may be out of 
the question.  Given limited checking, how can we evaluate our level of 
‘confidence’ in the predictor? 

3.3.2. Some observations have errors in the x direction as well as y.  Just how much 
does this complicate the calibration task? 

3.3.3. What about data assimilation?  This usually means sequentially updating 
(some components of) the state vector of a dynamic model to align it better with 
observations.  It’s a kind of calibration, but should be combined with learning 
about other fixed inputs.  It means emulating (the relevant components of) the 
state vector explicitly as outputs. 

3.3.4. In the same vein, some control problems require real-time sequential 
calibration.  Is this feasible? 

3.3.5. Someone at the kick-off meeting (Crystal Linkletter again?) had a calibration 
problem in which observations on different individuals meant calibrating some 
individual-level parameters.  Treating these as random effects, what we are 
actually calibrating for the purposes of subsequent prediction is the distribution 
of the random effects (e.g. its variance).  It potentially means a lot of parameters 
to calibrate, which are then somehow wasted.  Do we need to think about this as 
a generic problem?   
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