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Abstract

Covariates may affect continuous responses differently at various points of the

response distribution. For example, some exposure might have minimal impact on

conditional means, whereas it might lower conditional 10th percentiles sharply. Such

differential effects can be important to detect. In studies of the determinants of birth

weight, for instance, it is critical to identify exposures like the one above, since low

birth weight is a risk factor for later health problems. Effects of covariates on the

tails of distributions can be obscured by models that estimate conditional means like

linear regression; however, they can be detected via quantile regression. We present

two approaches for exploring high-dimensional predictor spaces to identify impor-

tant predictors for quantile regression. These are based on the lasso and elastic net

penalties. We apply the approaches to a prospective cohort study of adverse birth

outcomes that includes a wide array of demographic, medical, psychosocial, and en-

vironmental variables. While tobacco exposure is known to be associated with lower

birth weights, the analysis suggests an interesting interaction effect not previously re-

ported: tobacco exposure may act more strongly on the 20th and 30th percentiles of

birth weight when mothers have high levels of lead in their blood compared to when

mothers have low blood lead levels.
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1 Introduction

In large epidemiological cohort studies, researchers often record data on dozens or even

hundreds of variables that are potentially relevant for regression models. When interac-

tion effects are suspected, the number of potentially relevant predictors can even exceed

the sample size. With such high-dimensional covariate spaces, specifying the predictors to

include in models can be daunting. Often, analysts use automated model selection proce-

dures to aid in finding potentially important predictors, such as stepwise regression and its

variants,1 regression trees,2 and penalized regression approaches.3,4

Most of these techniques are designed for estimating conditional means of the response

variable. Often, however, the effects of covariates on percentiles of the response distribu-

tion are relevant. For example, if some exposure decreases the birth weights of babies who

otherwise would have average to high birth weights by some modest amount, but it does

not decrease the birth weights of babies who otherwise would have low birth weights, it

might not be considered deleterious. On the other hand, an exposure would be troubling

if it lowers the birth weights of babies who already would have low birth weights, even if

it does not have a large impact on babies who otherwise would have average to high birth

weights.

Figure 1 illustrates this scenario graphically using artificial data. In each panel, the

mean response decreases by 300 units as the covariate moves from zero to one. But, at the

fifth response percentile, the effect of the covariate could be nearly absent (panel A) or

exaggerated (panel B). For birth weights, the impact of the covariate in panel B would be

more problematic than that of panel A.

Analysts can estimate such differential effects with quantile regression.5 Unlike least

squares regression, quantile regression lets covariates affect more than the mean structure.

However, analysts still must decide which among many possible covariates and interactions

to include in the model. We present two approaches for identifying potentially important

predictors in quantile regression that are particularly useful for high dimensional covari-
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Figure 1: Artificial examples with the same true mean structure. The least squares fits
are similar (solid lines). Quantile regressions of the 5th percentile reveal very different tail
behavior (dashed lines).
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ate spaces. First, we estimate quantile regression coefficients subject to the lasso penalty.4

This penalty forces many coefficients to equal zero, leaving the most important ones to

be nonzero. Second, we implement a quantile regression version of the elastic net.6 Like

lasso, the elastic net encourages coefficients to equal zero. But, it more effectively identifies

groups of important predictors that are highly correlated with each other.

Our exploratory framework complements existing methodology for penalized quantile

regression.7,8,9,10,11 Specifically, we adapt Zhao and Yu’s12 boosting technique to provide

computationally expedient and theoretically justified algorithms for penalized quantile re-

gression. Using both simulated data and data from a prospective study on the determi-

nants of birth weights, we demonstrate how epidemiologists can use these algorithms to

guide model specification for quantile regression in high dimensional settings.

2 Methods

Standard linear regressions are of the form

yi = x�i β + εi for i = 1, . . . , n (1)

where εi are independent and identically distributed errors with mean zero, β is a vector of

regression coefficients with length p, and x�i is a row vector of covariates for the ith indi-

vidual. The linear regression model implies that the distribution of y shifts in its mean but

not in its shape for different xi.

Quantile regression allows for both the mean and shape of the distribution of y to change

with x, without assuming a particular error distribution. Hence, it is more flexible than

linear regression. Quantile regression uses the same basic model as (1), but assumes that

εi are independent errors whose τth quantile is equal to zero, i.e., Pr(εi ≤ 0) = τ . Thus,

x�i β is interpreted as the conditional τth quantile of y given xi.

Standard quantile regression does not require a formal probability model.5 Instead, co-
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efficients are estimated by minimizing the empirical loss function

L(β) =
n�

i=1

ρτ (yi − x�i β), (2)

where

ρτ (a) =






τ |a| if a ≥ 0

(1− τ)|a| if a < 0.

(3)

Techniques exist for estimating standard errors of the estimated coefficients, testing hy-

potheses, and constructing interval estimates. Koenker and Hallock22 provide an accessible

introduction to the topic with several case studies, including an application to birth weight

data. However, they do not provide guidance on navigating the high dimensional covariate

spaces that motivate this article.

Quantile regression has advantages for modeling birth outcomes over other regression

approaches. Categorizing birth outcomes into low and high values23or a small number of

ordered categories24 is common in this field. But, using a logistic regression on an indica-

tor for low birth weight (less than 2500g) treats a birth at 2499g as fundamentally differ-

ent from a birth at 2501g; it also treats a birth at 2499g like one at 2000g. Neither treat-

ment is scientifically or clinically defensible.

Relatedly, least squares regression assumes that changing covariates merely shifts the

conditional distribution. Although the marginal distribution of birth weights is nearly

Gaussian, its conditional distribution is known to do more than shift with covariates. For

example, baby boys tend to weigh more than girls, but this difference attenuates in the

lower quantiles: small baby boys and girls are much closer in weight than a linear regres-

sion would suggest.22 Quantile regression can illuminate such changing effects.

We now present two approaches for exploring high dimensional quantile regression co-

variate spaces. We emphasize that these are exploratory techniques for identifying useful

models and do not provide formal inference.
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2.1 Boosted lasso for quantile regression

Model selection techniques operate by penalizing large models. For example, in linear re-

gression, one may select the minimum Akaike Information Criterion (AIC)25 or Bayesian

Information Criterion (BIC)26 model. Adding a predictor penalizes these log likelihood-

based criteria values by two and log(n), respectively. Thus, the penalty increases with the

number of included predictors p.

The lasso method uses a penalty related to the sum of the absolute values of the re-

gression coefficients.4 Using simplified notation, lasso solutions for β minimize the function

Γ(β; λ1) = L(β) + λ1

p�

j=1

|βj|, (4)

for an empirical loss function L(β). For large values of λ1, many components of β are es-

timated to equal zero. As λ1 shrinks toward zero, the estimates of β move towards an un-

penalized estimate. Equivalently, one can solve (4) by minimizing L(β) subject to the re-

striction
�

|βj| ≤ t1 for a value of t1 that corresponds to λ1.4 We follow the convention of

displaying lasso solutions using this representation.

Thus, lasso minimizes a loss function subject to a constraint on the length of the esti-

mated coefficients. AIC and BIC minimize the loss function subject to a constraint on the

number of nonzero coefficients, and then choose an appropriate number of nonzero compo-

nents. Although these methods are similar in spirit, enumerative minimization of AIC or

BIC is impractical in high dimensional applications. For example, our motivating analy-

sis equates to more than 600 possible predictors. Even restricting a search to models with

10 or fewer predictors results in more than 1021 possible models. In contrast, there exist

efficient methods to find lasso solutions, even in high dimensions.27

Before fitting a lasso or elastic net model, we center and scale covariates so that the

penalties exert their force equally on all components of β. Further, we work with a cen-

tered version of the response to penalize the intercept minimally. We also add any poten-
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tially relevant interactions among the covariates to xi.

To adapt the lasso to exploratory quantile regression, we set L(β) to be the loss func-

tion in (2). Rather than use one specific t1, we investigate the solutions of (4) for a wide

range of t1, beginning with zero and ending at a large value. We find the lasso solutions

via a boosting algorithm;12 see the online supplement.

The solution paths, i.e., plots of estimated β versus t1, can be used to identify impor-

tant variables in the quantile regression. In particular, we search for variables whose esti-

mates take on nonzero values early in the solution path. To illustrate with simulated data,

consider the first panel of Figure 2, which shows the lasso solution paths for a 25th per-

centile regression with ten variables, five of which have nonzero true coefficients. The es-

timates of four parameters quickly take on nonzero values as we move from left to right,

suggesting that these are important variables. The other estimated coefficients take much

longer to rise above zero, suggesting they are less important. Hence, if seeking to fit a par-

simonious quantile regression, the first four variables would be a starting point for model

building.

Although this illustrative example has a modest number of predictors, lasso works in

settings with more predictors than observations; see the online supplement for examples.

We simply follow the solution path until the penalty is weak enough that the penalized

and unpenalized estimates are equal, at which point the algorithm stops. With numer-

ous predictors, we typically are interested in models with significantly fewer nonzero β ele-

ments than observations, so we can stop the algorithm early to save computational time.

It is possible to select one value of t1, e.g., via cross validation, and use the fitted model

at that point in the solution path as a final model. When analysts’ primary goal is making

out-of-sample predictions, or when there is scant domain knowledge to guide model selec-

tion, this approach can provide useful models. However, as an exploratory tool, we prefer

to use penalized quantile regression as a process for ranking the importance of groups of

covariates. We then combine domain knowledge with the information gleaned from the

7
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Figure 2: Start of lasso and elastic net solution paths for a quantile regression of the 25th
percentile of simulated data. Three of the covariates are very strongly correlated and have
an associated true regression parameter of 0.2 (solid lines). The other covariates are less
strongly correlated with each other. Two of these have a true β value of 0.3 (dashed lines)
and the rest have a true value of zero (dotted lines). Lasso is equivalent to a λ∗2 = 0 elastic
net fit. The abscissa variable is t1 =

�p
j=1 |βj|.
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exploratory fits in the formal model building process. This process is described further in

Section 2.3 and in the online supplement.

2.2 Boosted elastic net for quantile regression

As an exploratory tool, lasso can be sub-optimal when there are highly correlated groups

of predictors, as it will tend to grant only one of them a nonzero β coefficient. Here, the

elastic net6 may better identify groups of important predictors. It penalizes the empirical

loss function by adding a term of λ2

�
j β2

j to the lasso criterion. Thus, we seek the value

of β that minimizes

ΓEN(β; λ1, λ2) = L(β) + λ1

p�

j=1

|βj| + λ2

p�

j=1

β2
j (5)

for given λ1 and λ2. As with lasso, larger values of λ1 encourage more zeros in the solu-

tion for β. With a large value of λ2, components of β are encouraged to take on small but

nonzero values, since the penalty disfavors large coefficients.

To see why the elastic net penalty encourages groups of correlated predictors to enter

the model simultaneously relative to lasso, consider covariates X1 and X2 that are nearly

identical for all subjects. The lasso penalty cannot easily distinguish between a solution

with (β1, β2) = (0, φ) and (β1, β2) = (φ/2, φ/2) for some φ �= 0, so that the solution may

present only one nonzero predictor. The elastic net penalty with λ2 > 0 prefers (φ/2, φ/2),

so that both predictors take on nonzero values at similar points in the solution path.

To adapt the elastic net to exploratory quantile regression, we let L(β) be the loss

function in (2). Rather than select one value of (λ1, λ2), we investigate the solutions for

a range of values to identify important predictors. To facilitate the exploration, we replace

λ2 with λ1λ∗2, where λ∗2 is a positive constant. For a fixed λ∗2, we fit the solution path as λ1

shrinks toward zero. As with lasso, we look for groups of coefficients that move away from

zero early and fast in the solution path. We again use boosting to fit the solution paths

9



given λ∗2; see the online supplement.

We examine the solution paths for several values of λ∗2, searching for a value of λ∗2 large

enough to allow more variables to enter the model early in the solution path (compared to

the lasso fit), but small enough that some parsimony is maintained early in the solution

path. Appropriate values of λ∗2 depend on the data. We recommend starting with λ∗2 =

1 and moving up or down by factors of five or ten until these goals are achieved. It may

be helpful to inspect intermediate values of λ∗2, but we have experienced only moderate

sensitivity to λ∗2 settings.

To illustrate, consider Figure 2, which shows the fits for λ∗2 between zero and 1000.

The fit with λ∗2 = 1 is nearly unchanged from the lasso (λ∗2 = 0) fit. When λ∗2 is 10 or 100,

a fifth variable enters the model early, thus appearing as an important predictor. When

we increase λ∗2 to 500 or 1000, it becomes difficult to discern exactly which variables are

likely to be most important since most of them take on nonzero values early in the solu-

tion path; we argue that these fits are not useful for an exploratory analysis. Thus, in this

simulated dataset, fits with λ∗2 equal to 10 or 100 satisfy our goals.

2.3 A framework for penalized exploratory quantile regression

The lasso and elastic net quantile regressions can be combined to improve exploratory

analyses for quantile regression. We recommend the following steps.

First, we fit the lasso regression solution path at the quantile of interest. We isolate

variables with coefficients that take on nonzero values early in the solution path. These

variables are the starting point for formal model building. We can rank the importance

of the remaining variables by the order in which their corresponding coefficients take on

nonzero values. We can choose to include some of these or additional variables in the final

model based on scientific considerations and formal hypothesis testing.

Second, as a check on the lasso results, we fit the elastic net at several values of λ∗2, as

outlined in Section 2.2. Here, we look for variables that appear early in the elastic net fit

10



but are not prominent in the lasso. These variables can be considered for inclusion based

on scientific merits and formal hypothesis tests. The elastic net is especially useful in set-

tings where interaction effects are suspected, since interaction variables are often collinear

with main effects and thus may be excluded by the lasso.

This is an exploratory framework designed to highlight prominent groups of predictors.

Like all exploratory model building techniques, it should supplement — not replace — sci-

entific rationales for model building. Analysts should add or subtract variables accord-

ingly. Nonetheless, in high dimensional settings with many predictors, exploratory quantile

regression tools can help analysts find important predictors that might otherwise be diffi-

cult to uncover, as we now illustrate on genuine data.

3 Application

We apply the exploratory framework to the Healthy Pregnancy, Healthy Baby Study (HPHBS),

an observational prospective cohort study in Durham, NC, focused on the etiology of ad-

verse birth outcomes. These adverse outcomes, including low birth weight and preterm

birth, have been linked to many problems13 including blindness,14 deafness,15 and behav-

ioral problems.16 Unfortunately, the causes of adverse birth outcomes are poorly under-

stood, although predictors cited as important include smoking,17 lead exposure,18 environ-

mental exposures more generally,13 and psychological stress.19,20,21

We focus on non-Hispanic black mothers, resulting in a sample size of 881 births. We

seek models for birth weight and gestational age, with particular emphasis on low quan-

tiles of these distributions, e.g., the 10th, 20th and 30th percentiles. The data comprise

35 covariates, including maternal demographics like age, education and income; mater-

nal medical history variables like previous birth outcomes; maternal environmental expo-

sures to cadmium, nicotine, cotinine, mercury, and lead as measured in blood; and ma-

ternal psychosocial factors like scores on the Interpersonal Support Evaluation List, the

11



CES-D depression scale, the NEO Five Factor Personality Inventory, perceived racism,

and availability of social support. We believe that interactions among these variables may

be important predictors of birth outcomes. Therefore, we include in x the main effects of

all predictors (using indicator variables for multi-category covariates), linear and squared

terms for continuous predictors, and all two-way interactions, resulting in over 600 co-

variates for consideration. Summary statistics for the covariates are in Table 1, and a his-

togram of birth weights is provided in the online supplement. Missing data in x (birth out-

comes are complete) were multiply imputed using regression trees.28

With lasso quantile regressions, measures of tobacco smoke exposure take on primary

importance, particularly for birth weight. When modeling the 10th percentile of birth

weight, four of the nine first covariates to enter the model are interactions that include a

tobacco measure (see Figure 3); at the 20th percentile, four of the first seven are tobacco-

related; at the 30th percentile, five of the first six are interactions involving tobacco. These

results are consistent with the literature that extensively documents the impact of smoking

on birthweight. Across the quantiles, a lead/tobacco interaction is consistently flagged.

Other important variables from the lasso 10th percentile regression for birth weight

include the mother’s age selected as a squared term and in an interaction with environ-

mental tobacco smoke exposure. The former suggests that the association between age

and birth weight is a U-shaped curve, which is again consistent with the literature.29 In

addition, the ISEL appraisal score, which is a measure of the availability of someone with

whom to discuss problems, was selected in an interaction with a variable indicating per-

ceived social standing and an interaction with having a “visiting” relationship with the

father of the child. At the 20th percentile, prominent variables (other than those involving

tobacco) include an interaction between negative paternal support and NEO-conscientiousness

(a measure of organization and persistence) and an interaction between negative pater-

nal support and the perceived self-efficacy score, which measures a woman’s belief that

she can steer her own life’s trajectory.30 Qualitatively, the results are similar at the 30th
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percentile of birth weight. Smoking measures are prominent, and environmental measures

other than a tobacco/lead interaction are slow to enter the model.

In the presented results, we focus on birth weight as the response because lasso fits of

gestational age reveal fewer useful explanatory variables, with less consistency across the

response quantiles. This may be evidence that the covariates poorly capture the determi-

nants of gestational age.

t1

β

−20

0

20

40

0 50 100

elastic net
−20

0

20

40

lasso

Figure 3: Lasso and elastic net solution paths for a quantile regression of the 10th
percentile of birth weight. Tobacco-related variables and interactions including
tobacco-related variables are solid lines; all others are dashed. The elastic net fit uses
λ∗2 = 0.05. Many components are overplotted on the β = 0 line. The abscissa variable is
t1 =

�p
j=1 |βj|, and estimates are scaled in grams.

With the elastic net, the fits are essentially identical to the lasso fit when λ∗2 = 0.01.

When λ∗2 = 0.1, dozens of variables take on nonzero values very early in the fitting process,

13



which makes identifying the important variables difficult. Hence, we focus on the λ∗2 =

0.05 elastic net. This fit generally selects the same variables as lasso, but it also identifies

other potentially important covariates: interactions between blood lead levels and mother’s

self-reported tobacco use at the start of the pregnancy, and between blood lead levels and

mother’s tobacco use during the pregnancy, are among the early variables with nonzero

coefficients.

Building on the exploratory analyses, we estimate regressions for the 10th, 20th and

30th percentiles of birth weight. Although not selected in the exploratory stage, we in-

clude standard controls known to be predictors of birth weight, including the baby’s gen-

der and an indicator for first birth.29,30 Since the mother’s age appeared important as a

squared term, we include age and (age)2. We also consider the tobacco use at prenatal in-

take/lead interaction that was the first variable to appear in our 10th percentile lasso and

elastic net fits, and add in the main effects to comply with the hierarchy principle. We

also fit models including parental relationship status, ISEL appraisal scores, and their in-

teraction; however, statistically insignificant F -tests of these effects suggested that they

could be removed from the models without much sacrifice. We similarly remove the mater-

nal age/tobacco interaction after an F -test.

The results are summarized in Table 2, along with a median regression for complete-

ness. While age does not approach significance in any of the presented quantiles, (cen-

tered) age squared is consistently negative. This suggests a U-shaped effect of maternal

age on birth weight; i.e., women at the bottom and top end of the age distribution will

tend to have lower birth weights. It is not until the 30th percentile that infant sex nearly

reaches significance, and parity (first or higher order birth) never reaches significance in

the quantiles presented. Since infant sex and parity are well-established predictors of birth

weight in traditional estimates of the mean regression analysis, we might reasonably con-

clude that at lower quantiles, other processes overwhelm the effects that dominate at the

mean.
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The coefficients on the environmental variables (the continuous blood lead measure-

ment, tobacco use at prenatal care intake, and their interaction) are especially interesting.

The combined main and interaction effects of lead and tobacco are essentially a wash at

the 10th percentile. At the 20th percentile, women who both use tobacco and who have

lead exposure that is one standard deviation above the mean have a net decrease in birth

weight of 174g. However, at the 10th and 20th percentiles, these coefficient estimates are

not significant. At the 30th percentile, the combined main and interaction effects are as-

sociated with a 168g decrement in birth weight. Here, the interaction effect is significant,

and the two main effects approach significance.

The meta-analysis of Navas et al.32 found that “evidence is sufficient to infer a causal

relationship between lead exposure and high blood pressure” (p. 478). Concurrently, hy-

pertension is associated with poorer birth outcomes.29 We also know the anomalous but

persistent result that smoking during pregnancy reduces the risk for preeclampsia33,34,35

(although among preeclamptics, smoking increases the risk for perinatal mortality and fe-

tal growth restriction). Both preeclampsia and maternal hypertension are associated with

lower birth weights. Because hypertension can be either the cause or the result of prob-

lems in pregnancy (especially if it progresses to preeclampsia), this exploratory analysis

suggests that a nuanced treatment of the lead-hypertension-smoking nexus may be critical

to understanding adverse birth outcomes. Such modeling is part of our ongoing research

agenda.

A recent report23 noted that while the relationships between environmental exposures

and preterm birth are in general poorly understood, “possible exceptions are lead and en-

vironmental tobacco smoke, for which the weight of evidence suggests that maternal expo-

sure to these pollutants increases the risk for preterm birth” (p. 229). These variables are

also important contributors to low birth weights.13 The potential lead/smoking interaction

— while apparently unreported in the birth outcomes literature — has been highlighted in

other contexts. For example, the interaction has been found to be important for predicting
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mortality due to cancer36 and attention deficit/hyperactivity disorder.37

4 Summary

Quantile regression facilitates identifying covariates that differentially affect the tails of

continuous response distributions, which often are of clinical and scientific relevance. We

presented an exploratory framework for identifying potentially important covariates in

quantile regression for high dimensional predictor spaces. The underlying algorithms, based

on the lasso and elastic net penalties, are computationally fast and simple to use, thereby

offering analysts methods for investigating the importance of hundreds of potential regres-

sors on noncentral features of the response distribution. We applied the framework to a

study of adverse birth outcomes and identified an interaction between maternal lead expo-

sure and smoking that was not previously discussed in the literature.

The methods presented here have wider applicability beyond studies of adverse birth

outcomes. For example, quantile regression has been used to study effects of tobacco in

relation to sleep patterns,38 degradation of mental acuity in multiple sclerosis patients,39

and determinants of obesity.40 In each case, quantile regression provides a fuller picture of

covariate effects than standard linear regression could. As quantile regression gains pop-

ularity and datasets become richer, we believe that our exploratory techniques will be a

useful addition to the epidemiologist’s toolbox.
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Variable Description Mean SD
Income Ordered categorical reported income < $5000∗

Maternal education Ordered categorical Some high school∗

Maternal age In years 25 6
Private insurance Private health insurance 13%
Parity Is this the mother’s first child? 38%
Cotinine Blood cotinine measurement (ng/mL) 21 58
Nicotine Blood nicotine measurement (ng/mL) 0.6 2
Cadmium Blood cadmium measurement (ng/mL) 0.4 0.6
Mercury Blood mercury measurement (ng/mL) 0.5 1
Manganese Blood manganese measurement (ng/mL) 1 1
Lead Blood lead measurement (µg/dL) 0.4 0.8
ISEL Belong ISEL belonging mean 9 2
ISEL Self ISEL self-esteem score 9 2
ISEL Appr ISEL appraisal score 10 3
ISEL Tang ISEL Tangible score 9 3
ISEL Total ISEL total 38 8
Paternal visit Visiting relationship with father 22%
Not romantically involved Not romantically involved with father 21%
PS Score Mean of paternal support 2.7 0.3
Pos support Score of positive paternal support 2.5 0.5
Neg support Score of negative paternal support 1.2 0.3
NEO-N NEO Neuroticism score 20 7
NEO-A NEO Agreeableness score 31 6
NEO-E NEO Extroversion score 29 6
NEO-O NEO Openness score 25 5
NEO-C NEO Conscientiousness score 35 6
Perceived racism Sum of measures of experienced racism 0.8 1.3
JHAC score John Henryism 52 6
Ladder Position relative to peers 7 2
CESD score Depression score 16 10.6
PSS score Perceived stress score 2.6 0.7
SE score Self-efficacy 3.3 0.5
Environmental tobacco smoke Self-report environmental tobacco exposure 68%
TobUse Tobacco use at delivery 20%
Tobacco Tobacco use at prenatal care intake 19%

Table 1: Variables (along with interactions and squared terms) included in exploratory
analyses with means and standard deviations. Starred entries are modal responses.
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