
Simple Linear Regression Inference, Practice Exercise, STA242/ENV255

Take the nematode data from the handouts already on the web.  Use the 
ANOVA handout and the regression handout.  Regress plant heights on # 
nematodes (in 1000's).  




*** Linear Model ***

Coefficients:

                       Value Std. Error  t value Pr(>|t|) 

        (Intercept)  10.3264   0.6890    14.9876   0.0000

Number.of.Nematodes  -0.5738   0.1228    -4.6740   0.0004

Residual standard error: 1.933 on 14 degrees of freedom

Multiple R-Squared: 0.6094 

F-statistic: 21.85 on 1 and 14 degrees of freedom, the p-value is 0.0003584 



Questions: 

1.  Is there evidence of a linear association between nematode level and plant 
height? 

2.  Does nematode level cause decreased plant heights? 

3.  Are decreased nematode levels associated with increased plant growth? 

4.  What is the mean plant height when 0 nematodes are present?  Estimate this 
mean and give a 95% confidence interval using: 
(a) the 4 observations in the 0 nematode group 
(b) a one-way ANOVA model 
(c) a linear regression model 
(d) What are the differences in assumptions between these three approaches? 
(e) What are the differences in the number of degrees of freedom for the error? 
(f) Which model would you choose to calculate the interval? 

5.  Give a 95% CI for the mean height when there are 5000 nematodes 
present.

Note that your answers to 1 & 3 require hypothesis tests, but if you were to present these in a report, they should include EFFECT SIZES, that is, CI's for the slopes.

1.  This is a two sided test, with the null that the slope is zero

2.  This question is not phrased in a clear way.  We could rephrase the question to that in #1 or #3 to do a two- or one-sided test of the slope and give associated confidence intervals.  Answering these questions give information on the dynamics of the relationship between y and x.  

If we reject the null hypothesis of zero slope, can we infer causality?  We need to make a distrinction among experimental variables and observational variables.  The levels of the treatment were under the control of the investigator and were randomly assigned among the pots.  We may be able to assume that all other  experimental (controllable) factors (soil fertilizer levels, spacing of plants, amount of irrigation) have been controlled by the experimenter.  But can we assume that other observational variables (such as soil fertility, exposure, drainage and weather) not under the control of the experimenter have no effect on observed plant heights?  We probably don't have enough information in the problem about these factors, so we should limit our inference to looking for 'associations' between y and x..  

3.  Mean plant height when 0 nematodes are present

a) Here, 10.65 is the average of the 4 measurements of height, s=2.053, and df = 3.  Using 4 observations in 0 nematode group:  95% CI =10.65 +/- t(0.975,3)* (2.053/2)

To do this calculation, we used the CLT, which gives us the distribution of the sample mean.  We used a t-distribution for the multiplier since we had to estimate the sample SD from the data.  The small sample size is troublesome here in terms of the robustness of our inferences.   We assume that the the other groups of observed plant heights provide us no information on the sample standard deviation.  We assume that plant heights are independent for this subpopulation.  

Df=3

b) Using Anova:

                    Df Sum of Sq  Mean Sq  F Value        Pr(F) 

Number.of.Nematodes  3  100.6469 33.54896 12.07974 0.0006162913

          Residuals 12   33.3275  2.77729                      

note that the MSE=2.78, so the spooled=1.67



95% CI for mean height when number of nematodes is 0

10.65 +/-  t(0.975,12) * 1.67*sqrt(1/4)  

Assumptions are that each of the subpopulations of plant heights is normally distributed, each of the variances (standard deviations) are the same, and independence of plant heights between and within groups. 

Df=12

c) Using a linear regression: 95% CI for mean plant height when # nematodes is 0: 10.33 +/- t(0.975,14) 0.689  (the estimate of the intercept and its standard error are in bold on the previous page.)Assumptions are that the plant heights for each subpopulation are normally distributed with common standard deviation (or, equivalently, assume that the errors are independently and identically distributed N(0,1)) for each value of nematodes, independence of plant heights between and within groups. 



Df=14

5.  Now we print output after performing the centering trick -  subtract 5 (x 1000) from each of the x's, and 
re-run the regression. In Splus, the formula is y~I(x-5) .   I() notation can be used for transformations of x.  


*** Linear Model ***

Coefficients:

                    Value Std. Error  t value Pr(>|t|) 

     (Intercept)   7.4575   0.4987    14.9551   0.0000

Center.Nematodes  -0.5738   0.1228    -4.6740   0.0004

Residual standard error: 1.933 on 14 degrees of freedom

Multiple R-Squared: 0.6094 

F-statistic: 21.85 on 1 and 14 degrees of freedom, the p-value is 0.0003584 

95% CI for mean plant height when 5000 nematodes are present:  7.458 +/- t(0.975,14) (0.499)


